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thread function until some condition is fulfilled.
Next, we actually spawn a thread in main() with 

pthread_create(). thread_id is like a handle to the 
thread. Don't confuse it with TID (see gettid(2)), which 
is a Linux process' property. pthread_t is just some 
opaque value used as a reference to a specific thread 
across Pthreads functions. For example, you can 
cancel a thread with pthread_cancel(thread_id).

The second argument to pthread_create() defines 
the thread attributes. They are useful for fine-tuning, 
like setting a thread stack size, but that's beyond 
the scope of this Core Tech. The third argument is a 
pointer to the thread function, and the last one is the 
value that thread_fn accepts.

Quite often, you just want to spawn a thread to 
do some background processing, then forget about 
it. In this case, you should mark it as "detached" 
with pthread_detach(). When a detached thread 
terminates, the system reclaims its resources 
automatically.

If you want the result, use pthread_join(). This 
call waits for the thread to terminate, then grabs the 
void * value passed to return/pthread_exit(). There 
isn't much sense in calling pthread_join() just after 
pthread_create(), as we do here. But if the thread has 
already finished, pthread_join() collects its exit value 
and returns immediately.

It is important to call either pthread_detach() or 
pthread_join(). By default, all threads are joinable, and 
if you forget to collect the result, you'll get a "zombie 
thread" wasting the system's resources. This being 
said, all threads typically lasts only until their parent 
process terminates. If you want children to outlive 
their parents, you probably want processes, not 
threads (LV019).

How many threads to spawn depends on the 
task's nature. Some do best with one thread per CPU 
core. sysconf(_SC_NPROCESSORS_ONLN) reports 
how many processors are currently online. Yet this 
doesn't guarantee that each thread will really run on 
a dedicated core. pthread_setaffinity_np() may help, 

but it's rarely useful. The ultimate goal is to have just 
enough threads to process incoming data with no 
pauses, and no threads idling for too long.

Taming concurrency
Now, imagine a thread that accepts a fixed-size buffer 
and continuously fills it with some symbols. That's a 
poor man's imitation of a complex rendering task:
#include <pthread.h>
struct shared_buf {
    char *data;
    long size;
};
static void *render(void *arg)
{
    struct shared_buf *sbuf = (struct shared_buf *)arg;
    char *buf = sbuf->data, c;
    int i;
    for (;;) {
        c = buf[sbuf->size - 1];
        for (i = sbuf->size - 2; i >= 0; i--) {
           buf[i + 1] = buf[i];
        }
        buf[0] = c;
    }
    return NULL;
}

The main() function initialises data in the buffer and 
dumps it to stdout, acting as a viewer:
#include <stdio.h>
#include <stdlib.h>
#include <time.h>
#define LINE_SIZE 24
int main()
{
    struct timespec t = {0, 100000000L};
    struct shared_buf sbuf;
    pthread_t thread_id;
    char buf[LINE_SIZE + 1];
    int i;
    buf[LINE_SIZE] = '\0';
    for (i = 0; i < LINE_SIZE; i++) {
        buf[i] = (i % 3 == 0) ? '+' : '-';
    }
    sbuf.data = buf;
    sbuf.size = LINE_SIZE;
    pthread_create(&thread_id, NULL, render, &sbuf);
    pthread_detach(thread_id);
    for (;;) {
        printf("%s\n", sbuf.data);
        nanosleep(&t, NULL);
        printf("\033[1A");

Races manifest 
themselves in many 
different ways. When a 
writer scrolls the buffer 
halfway behind the reader's 
back, you get two pluses 
in a row.

Threads and signals
As you know, you can send a signal to a Unix process. 
What happens if you send a signal to a multithreaded 
application? Recall that signal handlers are shared among 
all threads in a process. So, the kernel delivers the signal to 
a random thread. It is possible, however, to set per-thread 
signal masks with pthread_sigmask(3). This way, you 
can choose which threads are going to respond to which 
signals. Say, if your program uses SIGHUP to reload a 
config, you may want to handle it in the main thread. Just 
block SIGHUP in all worker threads, and you're done. The 
kill command will deliver this signal to the main thread.

It is also possible to send a signal to specific thread. the 
tgkill(2) system call does this. Libc usually wraps it, or its 
older variant, tkill(2), as the pthread_kill(3) function. For 
instance, when you cancel a thread with pthread_cancel(), 
the target thread gets a SIGCANCEL signal. It is usually the 
first POSIX real-time signal (32). This means, SIGCANCEL is 
delivered before any other real-time signal pending.
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    }
    return 0;
}

The \033[1A ANSI sequence moves the cursor 
one line up. It's often used to animate progress bars 
in Linux console tools. Perhaps I wanted this code 
to produce a creeping line effect. And it really does 
this, but more often than not, the animation appears 
garbled (see the screenshot). What's wrong?

Shared data is the culprit. There is no 
synchronisation between threads. So, the reader may 
get a half-baked frame, and the writer may change 
the buffer while it's being read. This brings us a whole 
new set of issues related to atomicity and races. It's 
complex topic, but let us scratch the surface.

We need to ensure that only one thread accesses 
the buffer at given moment. Pthreads has many 
"synchronisation primitives" to achieve this. Perhaps 
the simplest one is a mutex.

Mutex stands for "mutual exclusion". It's something 
a thread can lock and unlock. Many threads may 
try to lock a mutex simultaneously, but only one will 
succeed. The others will be blocked until the mutex is 
released. A mutex is like a flag:
int locked = 0;
if (!locked) {
   locked = 1;
   /* Proceed safely */
}

However, mutex operations are atomic, while this 
code is not. A potential race is depicted on the figure. 
Races are often non-trivial to reproduce and debug. 
So, please use dedicated primitives, not homebrew 
flags, in your Pthreads code.

Fixing a race in our program is straightforward:
struct shared_buf {
    ...
    pthread_mutex_t mutex;
};
static void *render(void *arg)
{
    ...
    for (;;) {

        pthread_mutex_lock(&sbuf->mutex);
        /* The buffer is updated */
        pthread_mutex_unlock(&sbuf->mutex);
    }
    ...
}
int main()
{
    ...
    sbuf.data = buf;
    sbuf.size = LINE_SIZE;
    pthread_mutex_init(&sbuf.mutex, NULL);
    ...
    for (;;) {
        pthread_mutex_lock(&sbuf.mutex);
        printf("%s\n", sbuf.data);
        pthread_mutex_unlock(&sbuf.mutex);
        ...
    }
    pthread_mutex_destroy(&sbuf.mutex);
    return 0;
}

Both threads now grab the mutex before doing 
anything to the buffer and release it after that. Keeping 
locks for too long isn't a good idea, as it prevents other 
threads' progress. Locks can become performance 
bottlenecks when contended, so one should design 
synchronisation very carefully. The code path between 
the lock being acquired and released is often called a 
"critical section", as only one thread can execute it at 
the given time. This being said, it's better to think of 
mutexes as a way to protect specific data, not code. 
So we embedded the mutex in the buffer structure.

Having no synchronisation for shared data is bad, 
but having it wrong is worse. Imagine you have two 
mutexes, A and B. Thread 1 acquires mutex A and 
waits for B. Thread 2 does the opposite. Neither one 

Green thread
You may also come across the term "green threads". These 
are threads that exist completely in userspace, in some 
language runtime (think Java or Erlang). The name may 
read as if they are lightweight, which is often the case. But 
in fact, it came from the Green Team at Sun Microsystems, 
which did the threading in the Java VM.

Green threads aren't real threads as we've discussed; 
usually, they don't exploit multicore CPUs. They offer 
cooperative multitasking. This means that the thread itself 
yields control to the scheduler when it thinks it's time. 
Quite often, this is transparent to the programmer. This 
simplifies things a bit: don't make critical sections; simply 
don't reschedule when you are not ready to. Yet it also adds 
responsibilities: if a thread keeps running for too long, it 
makes the others starving. If it blocks on I/O, it blocks the 
whole program. This sounds similar to how asynchronous 
I/O works (LV016). In fact, green threads are often bound to 
event loops internally.

Some languages, like Java or Erlang, provide green 
threads out of the box. Others may have special libraries, 
such as Python's Gevent or Greenlet. Green threads aren't 
a substitute for real ones, but they do have their usages. At 
least, they run even if the OS lacks threading support.

Non-atomic comparisons 
may result in two 
threads holding a "lock" 
simultaneously. Use 
dedicated primitives, Luke.
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is going to proceed, and they will remain in this state 
forever. This situation is called a deadlock. To avoid it, 
always acquire multiple locks in the same order.

More primitives
Quite often, you have threads that only write shared 
data and threads that only read it. Any number of 
threads may read data simultaneously, but any writer 
must have exclusive access to the resource. A mutex 
is a bad choice here, as it won't allow multiple readers.

Read-write locks (or "rwlocks" for short) are the 
answer. Pthreads implements them as pthread_lock_t 
and have a bunch of functions (pthread_rwlock_*()) 
to operate on them. Readers call `pthread_rwlock_
rdlock()/pthread_rwlock_rdunlock(), so no writer 
may change the data while it's being read. Writers use 
pthread_rwlock_wrlock() to obtain exclusive access.

Some may say that rwlock is just a specialisation of 
another primitive, a conditional variable (or "condvar"). 
An rwlock is basically something with two counters 
and a mutex to protect them. To get a read lock, you 
acquire the mutex and check if the number of writers 
is zero. If yes, you increase the readers count, release 
the mutex and proceed. If not, you release the mutex 
and block until the writers count reaches zero.

That's exactly how a conditional variable works: it 
is always associated with a mutex. You grab it and 
check the condition. If it's false, you call pthread_
cond_wait() to atomically release the mutex and put a 
thread to sleep. When the condition changes, another 
thread signals an event to one or all waiters with 
pthread_cond_signal() or pthread_cond_broadcast(), 
respectively. In waiting threads, pthread_cond_wait() 
grabs the mutex again and returns. The thread 
should now re-evaluate the condition and either 
proceed or go back to sleep. The main guarantee 
that a conditional variables provide is again atomicity. 
Releasing a mutex and putting a thread to sleep 
occurs as a single operation. There's no chance for a 
wake-up signal to get lost in between.

It is also possible (yet rather difficult) to write 
multithreaded programs lock-free. More formally, 
the code is lock-free if it keeps at least one thread 
progressing towards the end result. That's not the 
case with locks. Imagine the kernel decides to re-
schedule a userspace thread holding the lock. No 
other thread can make progress in this case until the 
kernel resumes the thread and the lock is released.

Lock-free programming is made possible with low-
level atomic operations, among other things. Usually, 
reading and writing a naturally-aligned simple type 
(such as a 4-byte aligned 32-bit integer) is atomic. 
There are also ways to increment and decrement an 
integer, or exchange two values atomically. Finally, 
many CPUs provide atomic compare-and-swap (CAS) 
operation. On x86, it's lock cmpxchg. That is, it's 
possible to check a target value against the expected 
one and update it if they match without any other code 
intervening. This could be used to update shared data 
in a lock-free fashion.

Multithread programming is hard, and lock-free 
programming is even harder – you don't do it on a 
whim. The principle that it delivers better performance 
isn't true in all cases either. So, you should evaluate 
carefully what your performance bottlenecks are – if 
these are locks, you may try to re-implement parts 
of your algorithm lock-free. How to do it properly is 
beyond the scope of this Core Tech, however.

Nothing lasts forever, 
except two threads waiting 
for each other to release 
a lock.

Command of the month: stap
In multithreaded programs, the order of statements in 
the sources is different from the order of execution. 
So, merely looking at the code doesn't reveal the 
sequence of the program's operations. You want 
some tools for live introspection, also called dynamic 
code analysis.

SystemTap is one of such tools, and stap is its main 
executable. SystemTap enables you to write small 
scripts called probes, and attach them to various 
events happening in userspace and in the kernel. 
It was designed to be safe for use on production 
systems. So, you can study non-trivial situations such 
as deadlocks, in the wild.

While SystemTap can do many things, the reason 
we mention it here is that it helps to determine 

contended locks. SystemTap comes with many 
examples found in /usr/share/doc/systemtap/
examples. One of these is the process/futexes.stp 
script. It traces the futex syscall and dumps how 
many times the thread had to sleep waiting for the 
lock, and for how long. Lower values are generally 
better. Here's what I got on my Fedora 23 box for our 
sample program:
$ sudo stap -c ./sample futex.stp
...
sample[3006] lock 0x7ffcc7301fe0 contended 79 times, 26 
avg us
Make sure you have the kernel debug info installed.

If you want SystemTap covered in one of the future 
Core Teches, please drop us a line.  

Thread 1

Thread 2

Lock A

Lock B

Lock B

Lock A
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/DEV/RANDOM/   FINAL THOUGHTS

Final thoughts, musings and reflections

MY LINUX SETUP

Many lifetimes ago, it seems to me, 
I was the editor of a magazine 
called Amiga Format. It was a 

magazine that was so stratospherically 
successful that we could do pretty much 
anything. The kind of problems about 
appeasing advertisers, compromises over 
paper quality, penny-pinching over the best 
writers and a myriad more that were the 
constant juggling act of most magazines 
simply didn’t apply any more. We made 
something brilliant, and that enabled us to 
remain making something brilliant. It is a 
situation few people in a commercial 
environment ever find themselves in, and I 
was grateful to be a part of it.

It is precisely this environment that drives 
some of the success of open source. Make 
something good = people want it. More 
users generally leads to the ability to do even 
more good stuff. The trick of turning open 
source into a revenue-generating business 
seems to be adding on the money-spinning 
in a way that doesn’t bring everything 
tumbling down.

The exit of Frank Karlitschek and other 
developers from OwnCloud tends to suggest 
this is a balancing act that isn’t always easy 
to navigate. Though nobody has given 
specific reasons for most of the developers 
upping sticks, the comments that have been 
made (eg http://goo.gl/kFYUvr) suggest 
that ‘investors’ were felt to have undue 
influence over the roadmap. The rapid 
emergence of Frank’s new project, 
NextCloud, and the employment of pretty 
much anyone from OwnCloud who wanted 
to come underlines where the value of an 
open source business really lies.

Nick Veitch  
was the original editor 
of Linux Format, a 
role he played until he 
got bored and went 
to work at Canonical 
instead. Splitter! 
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